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Chapter 1

Introduction

In this thesis we address the problem of how to give acceptable formal semantics for concurrent
programming languages, that is, how to give a precise mathematical formulation of what programs
in various such languages mean. We take a broad view of what constitutes a programming language
— for example, notations that describe digital circuits or Petri nets we consider programming
languages, as well as notations that describe systems of concurrent processes interacting via shared
variables or message-passing. It is important that we have a formal semantics for any programming
language we use, for the following reasons:

1. It is needed in order to precisely define the language.

2. It is needed to provide some basis for deciding the correctness of implementations of the
language.

3. It is needed to provide a foundation for methods of analyzing and reasoning about the behavior
of programs in the language.

In this thesis we shall not concern ourselves with 2. and 3. above, but shall concentrate on the prob-

lem of specifying the semantics of concurrent programming languages and showing the semantics
to be ‘acceptable’ in some sense.

1.1 What kind of semantics?

In order to be considered ‘acceptable’, a formal semantics for a programming language should
satisfy the following:

1. Tt should formalize, in some way, our intuitive notions of what a program means,

2. It should be appropriately abstract, i.e. it should distinguish between two programs if and
only if we would feel them to differ in some important manner.

3. It should be capable of supporting modular reasoning about programs. This means that it
should be possible to prove properties of a program (or subprogram) by breaking it into parts
and separately proving properties of these parts.

We will discuss one more criterion for acceptability later.

There are at present three major approaches to programming language semantics: operational
semantics, aziomatic semantics, and denotational semantics. Loosely speaking, an operational se-
mantics defines a machine that executes the program. Since an operational semantics will generally
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satisfy neither criterion 2. nor 3., we forego this approach. An axiomatic semantics is a logical sys-
tem that is used to prove properties of programs. A denotational semantics is a semantic function
that assigns to any program in the language some mathematical object, called the program’s de-
notation; this function is defined by recursion on the syntactic structure of the program, and thus
satisfies criterion 3.

As is to be expected, an axiomatic semantics is usually easier to use than a denotational
semantics for proving properties of programs, since it includes a language for expressing program
properties that is designed to be as convenient as possible. A denotational semantics, however, can
often give more insight into the semantic issues of a language. It can also serve as a foundation for
an axiomatic semantics, justifying the axioms and proof rules and providing a ready-made proof of
the consistency of the axiom set used.

The approach we will take is essentially a denotational one: we give the semantics of a pro-
gramming language in terms of a semantic function. However, it bears some resemblance to the
axiomatic approach in that we will make heavy use of the language of temporal logic [17,4] in
defining our semantic functions. We will also depart from a strictly denotational approach in that
we may define our semantic functions using syntactic transformations on programs or subprograms,
and not simply by recursion on the syntactic structure of a program.

Example. Since we have chosen a denotational approach, we give a simple (and much-used)
example of a denotational semantics. The language is that of arithmetic expressions, given by the
following grammar:

E:=N|E+E|E—-E|E+E|E/E|ifz E then E else E

(N is the set of numerals.) We give the denotational semantics of this language as the function
£: E — Z defined by

ERr]=n where 7 is the numeral representing the integer n

£II€1 + ez]] = €|I€1]] +¢& [[62]]

] _ Ele if E[e] =0
£[ifz e then e, else )] ={ £ %eﬂ if £ H #0

1.2 What is a concurrent program?

Having decided upon an essentially denotational approach, we must now decide what kind of
an object a concurrent program should denote. Implicit in the previous statement is that, in this
thesis, we propose a uniform approach to the semantics of concurrent programming languages —
we wish programs in any concurrent language to denote the same kind of object. The reason for
this is a desire for conceptual economy and generality; we do not want to have to start from scratch
every time we look at a new language. In addition, such a uniformity is bound to facilitate the
introduction of useful new programming constructs into a language without wreaking havoc with
the semantics. An example of how an insufficiently general approach can cause problems in this
regard is the various denotational semantics of CSP [12] proposed in [7,11,24]; there is no evident
way of extending these to include the probe function of A. J. Martin [18], which is a very useful
extension to CSP.

We note that a common notion of concurrent languages is that their programs may be viewed
as describing a system of (concurrently) interacting objects, which we shall henceforth call agents.
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This may in fact be taken as an informal definition of what we mean by a concurrent language.
For a digital circuit the agents will be logic gates, flip-flops, etc.; for a CSP program the agents
will be the various communicating processes. The denotation of a concurrent program should then
describe the behavior of the indicated system.

Physical systems are generally described by some set of time-varying quantities, which we shall
call the state of the system. Formally, there is some function f such that f(t) is the state of
the system at time t. f is usually not given directly; instead, a set of constraints on [ are given
(e-g., differential equations involving f, boundary conditions, etc.), and these are used to derive f
explicitly or to deduce additional information about f. As examples, if the system in question is
an electrical circuit then, for all t, f(t) is a vector of voltages and current flows at various points
in the circuit, and if the system is an oscillating string then, for all t, f(t) is a continuous function
giving the displacement of each point on the string.

The systems we are interested in may be considered discrete abstractions of physical systems.
By ‘discrete’ we mean that any finite interval of time may be partitioned into a finite number of
sub-intervals over which the system state is constant. Formally, there is some denumerable set
T = {to, t1,...} of real numbers such that

1. to =0 and t; < t;4, for all ¢;
2. for all ¢ there exists some 1 s.t. t; > t;
3. f(t) = f(tg) forallt; <t < ti1-

Condition 2. guarantees that any finite interval of time contains only a finite number of elements
of T, and 3. says that the state may change only at times in T. Note that all T satisfying 1-3 have
a common subset, consisting of O and the times at which the state changes.

For any such T we define the infinite sequence

o(f,T) = f(to) £(t1) f(t2) - -.

(We write ‘=" for ‘is defined to be’.) If we are not interested in knowing the times at which the
state changes, then o(f, T), which we call the complete trace of the system with respect to T, fully
describes the behavior of the system. We define a complete trace of the system to be any element
of

{e(f,T) | T satisfies conditions 1-3 }.

It is easily verified that this set is always nonempty. The complete traces of a system are all
equivalent in the sense that they differ only in the number of consecutive instances of the same
state.

In most cases the description of a system’s behavior will not uniquely determine f. For example,
in giving the semantics of a notation intended to describe asynchronous digital circuits we might
wish to make no (or limited) assumptions about the relative speeds of the components, and no
assumptions about how the values on the input lines will change. The denotation of a program
in this notation should then be a set of traces (sequences), with the interpretation that, whatever
the relative speeds of the components, whatever the behavior of the input lines, etc., any complete
trace of the system described is in this set.

In general then, a concurrent program will denote a set of infinite traces, with the interpretation
that any complete trace of the system described is in this set. Equivalently, a concurrent program
denotes a predicate on traces that is satisfied by any complete trace of the system.



1.3 Statement of intent

The above leads us to one final criterion of acceptability for any formal semantics of a concurrent
language: the denotation of any program should be a nonempty trace set. Let T be the trace set
denoted by some program P. There would be severe consequences if we allowed T to be empty;
in particular, in reasoning about the system described by our program we would begin with the
false premiss ‘¢ € T’ (t being an arbitrary complete trace of the system), and hence find ourselves
miraculously capable of proving any statement whatsoever. If the semantics we give for a concurrent
language is to be used to justify some proof system for it, it is necessary that the trace set denoted
by any program be nonempty for the proof system to be sound.

We may now state more precisely the aim of this thesis. It is twofold:

1. To present an approach to the semantics of concurrent programming languages in which the

denotation of a program is always a nonempty set of traces, and to give such a semantics for
several concurrent programming languages.

2. To show how it may be guaranteed that the trace set denoted by a concurrent program is
nonempty.

1.4 Comparison with other work

The approach to concurrent semantics presented herein differs from other approaches that use
traces, such as Milner’s CCS [19], the failures model and other models of CSP [12,7,11] and trace
theory [23,22], in a number of ways:

1. We consider the notion of a system’s state to be more fundamental than the notion of an
action; hence we use sequences of states instead of sequences of actions.

2. There is no synchronization of actions performed by distinct agents. As we shall see in

Chapter 4, this is not necessary to describe the tight synchronization used in languages such
as CSP.

3. We focus on complete traces of a system instead of partial traces, i.e. traces describing the
system’s evolution up to some arbitrary but finite point in time. Many interesting liveness
properties, such as fairness, cannot be adequately expressed in terms of partial traces [5].

4. We do not shy away from infinities. Rather than limit ourselves to finite traces constructed
from a finite alphabet, we deal with the consequences of allowing having traces and infinite
alphabets. Neither do we impose restrictive closure requirements on our sets of traces, as in

[24,1.

This work is most closely related to the work in linear-time temporal logic [17,2,13,3], which we
shall simply refer to as ‘temporal logic’. Temporal logic is a logic for reasoning about sequences of
states, and its language is a convenient one for expressing many predicates on such sequences.

The early work in temporal logic (as in [17]) gave the semantics of a program as a set of temporal
logic axioms. These axioms were justified by giving an operational semantics that produced, for
any program, a set of traces, all of which satisfied the axioms corresponding to the program.
Unfortunately, the semantics was non-compositional. More recent work [2,13,3] has focused on
giving compositional, axiomatic semantics using temporal logic. However, these efforts have not
adequately addressed the issue of the consistency of their axiom sets. Lamport in [13] states
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that the axioms corresponding to a program in his approach may indeed be inconsistent, but he
considers this to be unimportant. Barringer, Kuiper and Pnueli in [2] justify their proof rule for
recursive procedure calls by stating that the semantics of a recursive procedure definition is the
maximal fixed-point of a certain temporal logic formula, but do not prove that there exists any
trace satisfying this maximal fixed-point. A similar comment applies to 3]



Chapter 2

Predicates on Traces

In this chapter we present a notation for expressing predicates on traces. It is a variant of
the past-time temporal logic notations presented in [15,4]. We shall use this notation throughout
the thesis, and in particular we shall use it in this chapter to give the semantics of a very simple
programming language, similar to the one use by Chandy and Misra in [6].

2.1 Traces

First of all we define the operations and predicates we shall use in discussing traces. A trace is
a sequence of elements taken from some nonempty set. Q% is the set of all finite traces of nonzero
length formed from (nonempty) set Q, Q“ is the set of all infinite traces formed from Q, and Q%
is @t U QY. ¢ is the unique trace of zero length.

Definition: Given v € Qt U{e}, we Q¥ U {¢} and ¢,¢' € Q s.t. ¢ # ¢,
e vw is the catenation of traces v and w;
e (vq) - (qw) = vqw and (vg) - (¢'w) = vgq'w;
e is(qw) = ¢ and fs(vq) = q.
The - operator is a form of catenation which coalesces the final state of its first operand and

initial state of its second operand if they are the same state. is(v) is the initial state of trace v, and
fs(v) is the final state of v if v is finite.

Definition: Forallv,w € Q®,v<wifv=worvisa finite, initial subsequence of w, i.e. w = vv'
for some v' € Q.

The relation < is a partial order on Q* with the properties that { v' | v' < v} is totally ordered
for all v, and every totally ordered V' C Q™ has a least upper bound in Q% [10], written KmV .

Notational convention: By convention, the variable ¢ (and ¢', etc.) shall always be understood
to be an element of Q; the variables r and s (and #', &, etc.) shall be understood to be elements of
Q™; and the variables t and u (and t', «', etc.) shall be understood to be elements of Q“. Hence a
formula such as

3s,q,t(R(s, q,t))
will be understood to mean
s €Qt,g€Q,t € Q(R(s,q,t))













































































































































