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1 Introduction

The Program Composition Project is a research effort that aims to improve the use-
fulness of parallel architectures by providing innovative programming concepts based
on formal theory. In essence, our vision of the future can be summarized as follows:

Parallel computing will be elevated to the point where it becomes the com-
monplace method of computing in the next century; parallel programming
methods will replace conventional techniques at every level from the high-
school classroom to the research laboratory.

Sequential machines will increasingly become less competitive with parallel archi-
tectures from a cost-performance viewpoint and will eventually cease to be a realistic
basis for computing.

Our central aim is to provide a formal and practical foundation for parallel pro-
gramming. We plan to carry out two activities in order to demonstrate and evaluate
this foundation:

e Building a portable, parallel-program development environment, and

e Implementing a variety of realistic, non-trivial applications.

We seek to promote the use of parallel machines by providing scientists with support
for two fundamental activities: building abstractions and experimenting with physical
models. The first of these activities is concerned with mastering program complexity; it
will be supported via the Program Composition Notation (PCN), associated program
development methodologies and formal theory. Experimenting with models will be
supported via a collection of workbenches. A workbench comprises a set of generic
programs oriented toward a specific application domain such as DNA sequencing or
particle flow simulation.

This document provides an overview of the project; it describes the ideas involved
in each of the core programming tools provided by the programming environment and
describes the application efforts to be undertaken. A schedule of the activities for the
first year is given in Appendix A.

1.1 Architectural View

Abstractly, a parallel architecture can be viewed as a connected graph of computing
sites. From a programming perspective, we seek the ability to treat all computers in
this graph as equivalent at some level of abstraction; thus, a program may execute on
any site and may interact with programs executing at any other site. This view will be
supported even if the sites are as dissimilar as an Intel 1860 node, a Sequent Symmetry
processor or a Sun Workstation. The symmetry of the system need only be broken at
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the point of interaction with a scientist or programmer. The essence of a computer lies
in the services that it provides to the programmer; we view the differences between
machines largely as a parameter that can be gainfully employed for the purpose of
optimization.

Given this view, the programming environment will be built in a portable manner
that will allow a large class of computers to be employed in a parallel computation.
Initially, this class will include Sun workstations, BBN Butterfly, Sequent Symmetry
multiprocessors, and a variety of multicomputers including the Intel iPSC 2, Intel
Delta and Symult s2010. We require only that terminal interaction be conducted via
a UNIX-based machine.

1.2 Programming Approach

Our approach to programming parallel architectures is based on a single notion, pro-
gram composition: combining programs, using well-defined methods, to form new pro-
grams. This concept has long formed the basis of program-development methodologies
and research in formal semantics.

In programming conventional uniprocessors, languages have employed a single se-
quential form of composition; the advent of parallel machines has led to a variety of
new methods by which to compose programs. It is our belief that the essence of paral-
lel programming can be captured by three fundamental forms of program composition;
these composition operators have been adopted in the Program Composition Notation
(PCN)[2,3]. This notation, its formal theory and associated tools will form the project’s
programming foundation.

The principle program-development methodology used in the design of PCN pro-
grams is stepwise refinement. In this method, a program design begins with an initial
specification and proceeds through a sequence of refinement steps. At each step, detail
is added to the design so as to implement part of the specification. To aid the design
process, correctness assertions may also be added to the program text and reasoning
may be carried out to determine if the program is correct. Eventually, the refinement
process terminates when elements of the specification correspond to elementary PCN
statements.

A complementary development technique can also be employed to aid the design
process: Existing program components, written in C, Fortran or Ada, may be used
to implement part of a specification. This provides scientists with a method to utilize
pre-existing algorithms and methods. In reasoning about the composite program, no
attempt need be made to characterize the internal operation of existing program com-
ponents. Instead, the components are characterized purely by their external interface
stated in the form of correctness assertions; these assertions specify the preconditions
and postconditions under which the components operate correctly.

Although PCN provides a set of fundamental methods by which programs can be
composed, it also allows new forms of composition to be defined. These programmer-



defined compositions may be used to implement high-level abstractions specific to an
application domain, such as fluid flow, weather analysis or DNA sequencing; these
abstractions form the basis for workbench designs.

2 An Example Program

Figure 2.1 shows a PCN module that implements the well known, in situ quick-sort
algorithm. The intention here is not to provide a complete description of PCN but
rather to illustrate a number of fundamental concepts, namely, definitions and state
change and program composition.

Definitions. Definitions can be viewed as variables that may go through only one
state change: Initially they are undefined, eventually they are defined to be a value
and subsequently they remain unchanged. Reasoning about parallel PCN programs is
greatly simplified by virtue of this monotonic property. An equality operator (=) is
used to make a definition; for example, in the gsort program, the definition s is defined
to be the value at position Ib in the array a (2).

State Change. Variables that occur in the declaration segment of a program are
mutable: They initially contain an arbitrary value and may subsequently be modified
many times. Mutable variables are used to represent program state that may change
over time. Modifications to these variables are achieved using an assignment operator
(:=); for example, in the gsort program, i is a mutable integer that is declared using an
int declaration (1) and modified to hold the value of the definition b (3). In contrast
to the array a, the variable i does not occur in the argument list of the program; thus,
it is allocated at program entry before the program body is executed.

Program Composition. PCN programs are composed using three methods: se-
quential (;), parallel (||) and choice (?) composition; the quick-sort program uses all
three of these operators. Each has the form { Op P;,P,... P, }, where Op is a composition
operator and P;...P, are the programs being composed.

Sequential composition is the most familiar and specifies that the component pro-
grams are executed in sequence; the composition terminates when P, terminates. In
parallel composition, programs are executed nondeterministically. The interleaving of
programs is arbitrary but guarantees that an enabled program will eventually execute.
A parallel composition terminates when all of its component programs have termi-
nated. A program that appears in a parallel composition may be executed at another,
remote computing site provided that all its arguments are definitions.

In choice composition, the programs composed are implications that have the form
Guard — Body; the Guard specifies a sequence of preconditions (or tests) under which
the Body program may be executed. A program whose Guard is satisfied is chosen non-
deterministically; the Body is then executed and the composition terminates when the
Body terminates. If no Guard is satisfied, the choice composition terminates.

It is possible to distinguish two dominant views of computation when programming



-exports(gsort)

gsort(lb,ub,a)
int af],i,j.k
{?2ub>1b—

{; s=alb]
i:=lb,|j:=ub,k:=Ib,
partition(lb,ub,i,j,s,a),
swap(k,j,a),

{|| qgsort(lb,j—1,a), gsort(j-+1,ub,a) }

}

partition(lb,ub,i,j,s,a)
int i,j,a[]
{7 i=<j—
{; {|| movej(b,s,a), movei(ub,is,a) },
i < j — swap(i,j,a),
partition(lb,ub,i,j,s,a)

}

swap(i,:a)
int i,j,a[]
{; tmp = al, a[l := a[j, afj] := tmp }

movej(ib,j,s,a)
int j,a[]

j>=1b, afjl >s— {;j:=j— 1, movej(lb,js,a) }

movei(ub,i,s,a)
inti,a[]

i=<ub,afl =<s— {;i: =i+ 1, movei(ub,is,a) }

% quick sort array a
% declarations (1)

% make definition (2)
% make assignments (3)
% partition the array
% put pivot in position
% sort parts in parallel

% partition array

% not done yet

% move in parallel
% intermediate point
% continue

Figure 2.1: Quick-Sort Program




in PCN: parallel composition of programs that operate on definitions and sequential
composition of programs that operate on mutable state. The former of these views pro-
vides a mechanism for globally organizing parallel computation; the latter for achieving
localized state changes. The interface between these views is provided by the equal
and assignment operators.

2.1 Program Correctness

Correctness proof in PCN is based on proof rules for the three composition operators:
sequential, parallel and choice. The proof rules for sequential composition are the
same as those employed for normal sequentual languages e.g. Hoare triples [10]. We
give proof rules for parallel composition under the assumption that shared mutable
variables remain constant during parallel composition; these variables may be modified
both before a parallel composition executes and after it terminates. Finally, as a
consequence of the above assumption on parallel composition, choice composition is a
simplified form of guarded commands [6] in which the guards are monotonic; provided
that a guard is satisfied, progress is assured.

Using these concepts we now demonstrate a proof of correctness for the quick-sort
program shown in Figure 2.1.

2.1.1 Correctness of the Partition Algorithm

We first define a predicate p as follows:

p = (Ib < ub) A (1)
(b < i < ub+1)A (2)
(b—1 < j < ub) A 3)
s = a[lb] A (4)
VEk : b <k <i:ualk] <3s)A (5)
Vk :j < k < ub: ak] > s)A (6)
a[lb...ub] is a permutation of a'[lb. .. ub|, (7)

where a’ is the initial value of a

Lemma. p= (: <j+1)

Proof. The implication follows from p.

p=>(=ub)V(a[j+1] > s) from (6)
(pA(alj+1]>s8))=>i<j+1 from (5)
(j=ub)Ap)=>i<j+1 from (2)
p=>(E<j+1) from above three statements



Thrm. p is an invariant of partition.

Proof. p holds in the call to partition that occurs in gsort. (Ib < ub) due to the
guard; (2),(3),(4) hold from the statements s = a[lb], := 1b,j := ub; (5),(6),(7) hold
vacuously.

We shall prove that p holds after every block in the sequential composition of
partition i.e. p holds after blockg, block; and block, in:

{ ? 1< j— {;blockg, blocky, blocky }}
Lemma. movei maintains p. This occurs because: (1) and (4) are not modified; (2) and

(5) follow directly from the code as invariants of movei; (3) and (6) are not modified.
By the same argument, movej maintains p. Hence, block, maintains p.

e At the termination of movei, (i > ub) V (a[i] > s).
e At the termination of movej, (j < Ib) V (a[j] < s).
At the termination of blockg:
((¢>ub) V(ali] >$))A((F <) V(a[j]<s))  (8)

(pA(i<j)=>(b<i<j < ub)
(PAB®IA(E < 7)) = (ali] > s) A(afs] < 9)

Hence:

i<j—
Precondition: (a[é] > s) A (a[j] < s)
swap(i,ja),
Postcondition: (a[j] > s) A (a[t] < s), p holds.

Hence p holds at the recursive call to partition.

Proof of Progress. By induction.
Basis. Partition is correct for the case 7 = ] + 1.
Proof. Invariant p holds, and substituting j + 1 for ¢ gives the desired result:

(VE:0b<k<jualk]<s)A(Vk:j<k<ub:alk]>s)



Inductive Step. Assume partition is correct for all 7,j satisfying p and where ((j +
1 —1),v) < (m,w), for some integer m and where (0 < m < (ub+1 —1b)),w = 0,1
and w = 0 if a[i] < alj], 1 if a[i] > a[j]. We shall prove that partition is correct for all 7,5
satisfying p and where (j +1 —¢) <m + 1.

Proof. If (j + 1 — 1) > 0 then either (j + 1 — 7) is reduced in the move block or w is
reduced from 1 to 0. Thus, the metric reduces for successive calls to partition. Also p
is an invariant of partition.

2.1.2 Correctness of the Quick-Sort Algorithm
The proof obligation for quicksort may be expressed as follows:
Precondition:
o [b, ub reduce to integers eventually
e a is an array of integers, b > 1, ub < maza, the dimension of array a
gsort(lb,ub,a)
Postcondition:
e /b, ub remain unchanged
e a[lb...ub] is a permutation of a’[lb...ub], where d’ is the initial value of a
o aflb...ub] is in ascending order, i.e., (Vk : b < k < ub :: a[k] < alk + 1])

In addition, it is necessary to verify that shared mutable variables are constant
during the parallel composition used in the algorithm. This involves the following
proof obligation:

q : (Vk: (k< 1b)V (k> ub) : a[k] is not accessed )

Proof by Induction. We define an invariant I of gsort, where:
I =allb...ub] is a permutation of a’[lb...ub]. I holds initially since a = a'.

Base Case. [b > ub. In this case gsort(b,ub,a) is a skip. The postcondition and ¢ hold
vaccuously.

Inductive Step. Assume gsortis correct for all maza > b, ub > 1, where ub—1b < m,
for a nonnegative integer m, and prove gsort correct for all maza > lb, ub > 1, where
ub—Ib<m+1<maza—1.



{?2ub>1b—
% ub>IbAT
{; s=a[b],i:=Ib,j=ub,

% (ub>W)A(s=a[lb)AGE=)A(F=ub)AT
% Hence I A p

partition(lb,ub,i,j,s,a)
%IApA(EZ=7j+1)
% in particular:
% (Vk:16<k<j:alk] <s)A
% (Vk:j<k<ub:alk]>s)

swap(lb,j,a)
% I A pAr, where
%r=(Vk:lb<k<yj:alk] <s)A
% alj] = sA
% (Vk:j<k<ub: alk] >s)
% (j —1—1b< (ub—Ib)A from (2)
% (ub— (5 + 1)) < (ub— 1b) from (3)

% From the inductive assumption:

% qsort(lb,j — 1,a) and gsort(j + 1, ub, a) are correct.
{ || gsort(lb,j-1,a), gsort(j+1,ub,a) }

%IApATA

% a[lb...j — 1] is in ascending order A

% a[j + 1...ub] is in ascending order

% Hence a[lb. .. ub] is in ascending order

In addition, it is necessary to verify the proof obligation for parallel processing, ¢
is satisfied, using the same induction.

3 A Program Development Environment

In order to evaluate PCN on non-trivial applications, a core set of programming tools
is required. These tools will be integrated into a program development environment
during the initial phase of the project. The organization of the environment is shown
in Figure 3.1.

All programming tools operate over a uniform program representation that allows
them to interact. Each tool has a view of the representation that is implemented
via a common set of access functions. The program representation includes dynamic
information concerning run-time performance in addition to static information such as
source code, correctness assertions, and performance models. The following core set of
tools is required:



Shell
\ Run-time
System

Fortran
Gauge Compiler Workbenchl

PCN
Compiler

Y

Access Functions

y

Uniform Program
Representation

¢ WorkbenchN

Workbench?2

File Access
Mechanism

Figure 3.1: System Overview

Extensible Shell. A shell is a software device that provides applications and
programmers with access to a variety of capabilities; these include system services (e.g.
input/output, program mapping) and programming tools (e.g. compiler, debugger). A
shell allows a programmer to interact with the system to begin the execution of one or
more programs.

An extensible, interactive shell will be provided by the environment; it will allow
programmers to customize the environment by dynamically adding or removing capa-
bilities. The shell will be responsible for collecting performance data and depositing it
into the uniform program representation.

PCN Compiler. The main task of the PCN compiler is to generate binary code
that may execute using the run-time system; this code includes timers and counters
that are maintained by the system. In addition, the compiler is responsible for building
the static view of a program contained in the uniform program representation. This
includes not only the program structure but also correctness assertions and a static -
performance model.

Run-Time System. The run-time system implements the abstract architecture
described in Section 1.1 and is used by the shell to execute PCN programs. The in-








































































