Parallel Program Design

and

Generalized Weakest Preconditions

Johan J, Lukkien

Computer Science Department
California Institute of Technology

Caltech-CS-TR-90-16



Parallel Program Design
and
Generalized Weakest Preconditions

thesis by
Johan J. Lukkien

In partial fulfillment of the requirements for the
degree of doctor of philosophy
at Groningen University, the Netherlands

California Institute of Technology
Pasadena, California

1990

(Submitted December 12, 1990)

Caltech-CS-TR-90-16



To Marike,
Klaas Jan
and Christoph



Acknowledgements

Doing research without the help of other people is unthinkable. It’s no fun either. Many people
have helped me during the past four years and I wish to mention some of them explicitly.

First of all I want to thank my supervisor, Jan van de Snepscheut. I have learned a lot from
him during these years, especially about programming. Through him I started to appreciate
formal methods in constructing programs. I thank him and Peter Hofstee for discussing with
me the subjects in this thesis (and lots of other things).

I thank Peter Hilbers and Klaas Esselink for stimulating discussions on the sub ject of parallel
computing.

I thank the members of the hobbyclub in Groningen. For me, the hobbyclub has been a
source of new ideas and a place to learn from others.

I have learned from Wim Hesselink to apply the rules of a formal game without interpreting
it. I thank him for his comments on the presentation of chapter five of this thesis that has
improved a lot.

With respect to this fifth chapter, I also want to thank Carel S. Scholten. He gave a course
on the subject of “predicate transformers” at Groningen University. The discussions in that
class about the operational considerations underlying the definition of program semantics were
a starting point for me to think about an operational semantics as described in chapter five.

I thank the members of the “kleine commissie”, Roland Backhouse, Martin Rem and Ralph
Back for carefully reading the thesis and giving me their comments.

The last year of my appointment as a “promovendus” of Groningen University I was allowed
to stay at Caltech. I thank both universities for this opportunity.

Johan J. Lukkien
Pasadena, November 6, 1990






Contents

Acknowledgements

Contents

Introduction

1

The performance of parallel programs

1.1 Imtroduction. .. ... ... ... ... ...
1.2 Formalization
13 Amdahlslaw . . ... ... ...
1.4 Matrix multiplication. . . . ... ... ... . . ...
1.5 Load balancing of a processor farm

......................................

..........................

Topology independent algorithms based on spanning trees

2.1 Imtroduction . .. ... ... ... ...
2.2 Definitions and notations
23 Someexamples . ... ... ...
2.4 Proof of correctness
25 Performance. . . ... ... ...
2.6 Final remarks

...............................
..................................

......................................

A parallel algorithm for a class of optimization problems

3.1 Imtroduction. . . ... ... ...

3.2 Asequentialalgorithm . . . . .. ... ...

3.3 Awparallel algorithm . . .. ... ... ... ... ... ...,

34 The 0/1 knapsack problem . . . .. ... .... .. ... ... ... .. ... ..

Some lattice theory

Defining properties of programs

5.1 Imtroduction. .. ... ... ... ... ... ...

5.2 Operational Semantics . . . . . ... ... ... ... ..

5.3 Propertiesof programs . . . . . . .. ... e,
5.3.1 The property ever.q . . ... ... .. ... ..

13
13
13
18
19
23

27
27
27
28
30
31
33

35
35
36
37
43

45



5.3.2 The property leads-to.p.q . . . . . . .. . .. ...
5.3.3 The property always.p . . . . . . . . . e
5.4 Determinism and nondeterminism

..........................

6 The property everg

6.1 Imtroduction. .. ... .. ... ... ...
6.2 Requirements for wlevand wev . . . ... ... ... ... . ... ...
6.3 Proofs of the requirements . . . . . . ... ... ...
6.3.1 skip . ...
6.3.2 abort . . . . ...
6.3.3 yime . .. e e e
6.3.4 S;U ...
635 if[J(ie:Bi—>S)fi. ... ...
636 doB —Sod.......... ... ..,
7 The property leads-to.p.q
7.1 TIntroduction . . . . . . . L e
7.2 Requirements for witoand wto . . . . ... ... ... ... ... ...,
7.3 Proofsof therequirements . . . . . . ... ... ... ... .. .. .. .. ... ..
T3L skip . . o e e e,
7.3.2 abort . . . ... e
733 yi=e .o
734 55U . oo o e

7.3.5 if [](’L o Bz' — Si) fi
7.3.6 do B — Sod

...............................

..................................

8 Concluding remarks and further research
Bibliography

Index

100
100
101
102
103

107
107
108
114
114
115
116
119
122
124

131
137

140



Introduction

In recent years, a lot of progress has been made in the area of VLSI design. Processors and
memory have become small and cheap. It turns out that processors require much less chip area
than memory. Therefore, as the overall size of the circuits decreases, it becomes feasible to
equip every memory chip with a processor. Such a design leads to a machine consisting of many
processors each having a small amount of private memory.

A computer consisting of more than one processor is called a multicomputer. A multicom-
puter differs essentially from conventional computers, equipped with only one processor. This
is reflected in the programs that a multicomputer can execute: such a program consists of a
large amount of smaller programs, one for every processor. These smaller programs are executed
concurrently by the various processors and in this way the processors cooperate to perform the
overall task of the machine.

In this monograph, we describe the construction of some programs for such a multicomputer
and we investigate their performance. Furthermore, since these programs are more difficult to
write and to understand than programs for sequential machines, we investigate methods to prove
the correctness of this type of programs. In order to explain this in some detail we first have a
closer look at the way multicomputers work and at the impact that this has on our programs.

There are several types of multicomputers. The type we consider in this monograph is
the most general type in which every processor has its private program and its private data.
Sometimes this is called a multiple instruction, multiple data (MIMD) machine. In order to
cooperate, the processors in a multicomputer have a means to exchange information. In general
there are two extreme ways to implement this. The first way is to provide for every processor,
access to a global memory. The second way is that processors exchange messages with each other
through communication channels or links. Machines of both types are commercially available.
The first type of processor interconnection does not scale well to very large numbers of processors.
The problem is that, if a large number of processors access the global memory at roughly the
same time, they have to wait for each other which may slow down the machine dramatically.
The second type fits the design described above of a processor per memory chip. It scales better
if for every processor the number of processors with which there exists a link is limited. In this
monograph, we consider the latter type of processor interconnection.

The programs for a multicomputer consist of many parts that can be executed concurrently.
Each such part is called a process. For every processor in the multi computer there must be
at least one process in the program, but for the purpose of this introduction, we consider
the simplest case in which there is exactly one process for every processor. Processes contain
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instructions to communicate with other processes. Because of the physical limitations of the
multicomputer (the number of links per processor is limited), every process can communicate
only with a limited number of other processes, viz. the processes executed by processors to which
there is a link. We come back to this restriction later.

It turns out that the multicomputer and its programs look very much the same. We may
represent the multicomputer by a directed graph in which the processors play the réle of nodes
and an edge in the graph reflects the existence of a communication link from one processor to
another. Similarly, we may represent the program by a directed graph in which the processes
are the nodes. An edge in the graph reflects whether there will be communication from one
process to another.

This leads to a program notation as introduced by C.A.R. Hoare ([17, 18]). It is known as
Communicating Sequential Processes (CSP). A program written in CSP consists of a number of
sequential processes. These processes can communicate using directed, point-to-point channels.

In this monograph, we first study programs written in a CSP-like language. When writing
programs like these, there are two major concerns: the program should be efficient (i.e., it must
be possible to obtain a significant speedup when using a multicomputer) and it must be correct.
In the first chapter we formalize these efficiency concerns. We show how this formalization can
be used to analyze and even guide the development of two algorithms. In the second chapter
we analyze a particular class of algorithms, viz. algorithms that apply a so-called broadcast.
We show the correctness of the broadcast algorithm and we analyze its efficiency. In the third
chapter we develop a distributed algorithm to solve an optimization problem.

As it turns out, the programs presented in those three chapters are not easy to write. During
their design, explicit decisions are made that seem to be arbitrary in some cases but that greatly
influence the final result. We would like to have rules and guidelines to support the development
of these programs. Furthermore, the programs are complicated and it is not easy to see whether
they are correct. For the smaller programs like the ones in chapters one and two the correctness
can be established although the arguments involved in such a proof are often ad hoc. We were
not able to give a proof of correctness for the program in chapter three. It consists of too many
processes and the interaction between the processes is too complicated. In order to give such a
proof we need to be able to reason about programs in a compositional way. Then we can derive
properties of the program as a whole from properties of its parts, the processes.

Those concerns were the basis of the research described in the chapters four through seven.
Starting point was the calculus developed for the derivation of sequential programs ([8, 9, 12]).
In this calculus, the derivation of a program simultaneously provides a proof of its correctness.
Correctness of a program means that it satisfies a specification. In this calculus, the specification
is the condition that holds npon termination of the program. It is independent of the states
reached during program executing.

For parallel programs, such a specification does not suffice. Even if the program as a whole
satisfies a specification in terms of the final state, the processes in the program are, in general,
not adequately specified in this way. Since the processes communicate, they may have to wait
for each other at certain points. A proof of correctness has to incorporate a proof that a process
does not get stuck at such a point. Furthermore, there exist many important programs that
do not terminate at all (even sequential programs). These considerations caused us to look at



different ways of specifying programs.

Programs are written in some notation called the programming language. The meaning of
each program, viz. its effect when executed by a computer, is described by the semantics of the
programming language. In [9], the semantics of a program is described in terms of its state upon
termination. This implies that no distinction is made between a, property that a program has (its
state upon termination) and its meaning in terms of its effect when it is executed by a machine.
Introducing different specifications implies introducing different semantics of the programming
language. For instance, if we want to specify that during execution of the program a certain
condition becomes true, we need a different semantics than the one described in [9].

A specification may be viewed as a property that a program either has or does not have. Since
we have more than one property that we want to use, we have to show that all properties that
we define share a common implementation of the programming language. We therefore studied
how arbitrary properties of a program may be defined on the basis of an operational semantics,
i.e., a semantics which describes exactly, in terms of transitions of the machine executing the
program, the meaning of the program. We generalized the notion of weakest precondition to
arbitrary properties. This is described in chapter five.

In chapters six and seven we analyze two properties in great detail. One of the properties
is leads-to as introduced by Owicki and Lamport ([32]) and later by Chandy and Misra ([6)
for their programming notation UNITY. In those two chapters we do not refer to the level of
implementation anymore. This makes the analysis cleaner (only relevant aspects are taken into
account) and it allows a more relaxed implementation of the programming language.

Recently, work has been publishcd on the same topic, viz. the introduction of more general
weakest preconditions. ([30, 23]). Especially the work of Morris is related to ours in that the

same property is considered. The major difference however is the way sequential composition is
dealt with.

The language considered in chapters five through seven is Dijkstra’s guarded command lan-
guage. This language more or less includes UNITY and it can be used to describe action systems
([2, 3]) hence it can be used to describe parallel programs. We reached the goal that we can
specify arbitrary properties of programs written in that language and prove that a program has
a certain property. We did not reach the goal that we can reason about parallel programs in a
compositional way. In the last chapter we point out how parallel composition may be added to
the operational semantics of chapter five.

We may ask whether programs for MIMD machines will look like CSP programs in the long
run. Is it probable that this view on concurrency changes as VLSI technology makes further
progress?















































































































































































































































































































































































































